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ABSTRACT
We present a method to separate the background image
and reflection from two photos that are taken in front of a
transparent glass under slightly different viewpoints. In our
method, the SIFT-flow between two images is first calculated
and a motion hierarchy is constructed from the SIFT-flow at
multiple levels of spatial smoothness. To distinguish background edges and reflection edges, we calculate a motion
score for each edge pixel by its variance along the motion
hierarchy. Alternatively, we make use of the so-called superpixels to group edge pixels into edge segments and calculate
the motion scores by averaging over each segment. In the
meantime, we also calculate an intensity score for each edge
pixel by its gradient magnitude. We combine both motion
and intensity scores to get a combination score. A binary
labelling (for separation) can be obtained by thresholding
the combination scores. The background image is finally reconstructed from the separated gradients. Compared to the
existing approaches that require a sequence of images or a
video clip for the separation, we only need two images, which
largely improves its feasibility. Various challenging examples
are tested to validate the effectiveness of our method.
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INTRODUCTION

We study in this paper how to separate reflections when
images are taken in front of a transparent glass. In this
circumstance, we end up with a mixture of two scenes: the
scene beyond the glass and the scene reflected by the glass.
Intuitively, one solution is to separate the blended image
into the background layer and the reflectance layer, so that
they can be observed separately [17].
Some previous methods require a polarizer to capture multiple images with a static camera under different polarized
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angles [5, 6, 13, 16]. These methods employ different models
and priors, and can achieve good results if the underlying
models/priors are well-fitted. However, a polarizer is often
not common in practice. Several methods have attempted to
apply a flash [1] and varying focuses [15]. Moreover, Levin et
al. [7, 9] proposed to add user interactions to manually label
pixels into two layers, in which image gradients are marked
to either the background or the foreground and the result
is reconstructed by an optimization in the gradient domain.
However, manual labelling is tedious. Meanwhile, Levin et
al. [9] also proposed an automatic approach by minimizing
the total number of edges and corners in the recovered layers
according to image’s intrinsic statistics.
Another class of methods tries to utilize motions, i.e., misalignments of image contents between two layers be used as
effective cues for the layer separation. For instance, Szeliski et
al. [17] and Irani et al. [14] employed misalignments in the intensity domain, while Gai et al. [3, 4] utilized misalignments
in the gradient domain. More recently, Li et al. [10] used
SIFT-flow [12] to align several images which automatically
labels the registered gradient edges, and Xue et al. [18] proposed a computational approach for obstruction separation
using video clips. In summary, these methods have made
use of motion differences in different layers for optimization.
However, they either require several images or a video clip,
which may not be practical.
In our work, we propose an approach that only requires
a minimum number of images, namely, two images, for providing motion cues. Instead of aligning images using a standard SIFT-flow [10], we propose to compute a motion hierarchy from the SIFT-flow with a number of varying spatial
smoothness levels. Our observation is that the background
edges tend to have uniform motions across the hierarchy
while the reflected edges possess larger motion variations.
Thus, motion scores are derived for the edge pixels to distinguish background edges from reflection ones. Edge pixels
can further be grouped into edge segments according to the
so-called image superpixels [2], and motion scores are averaged over each segment for a better smoothness.
In the meantime, background edges usually have larger
intensities compared to reflection edges, which would yield
the edge intensity scores. Then, we leverage the gradient intensities and motion cues for the separation. After labelling
edges as either background or reflection, the background can
be recovered by an optimization under sparsity priors [7, 9].

Figure 1: Pipeline of our system. (a) and (b) are the source and target input images. (c) An intensity score
is derived from gradient edges. (d) SIFT-flow hierarchy is computed with different levels of smoothness,
which produces motion scores for edge segments that are grouped by image superpixels (shown in (e)). We
combine two scores to separate the edges into (f ) reflectance edges and (g) background edges. (h) The final
background image is recovered through the background edges. Optionally, a reflectance image (i) can also
be reconstructed. Note that the light spot located at the upper right corner of the image is the background,
which is labeled correctly due to the use of the motion score

2.

OUR METHOD

Figure 1 shows our pipeline. The inputs to our system are
two images that are taken in front of a glass with two slightly
varying viewpoints. One image is selected as the source image and the other is specified as the target image. Without
loss of generality, we only describe the method of removing
reflectance of the source image. Notably, the source and target images can be exchanged so that the same method can
also be applied to remove relection in the target image.
We first generate the edge image (the image gradients) by
Sobel operator, as shown in Fig. 1(c). We also generate the
motion hierarchy (from the SIFT-flow) as shown in Fig. 1(d).
Intensity scores and motion scores are then calculated for the
separation. The former is motivated from our observation
that the reflected edges are relatively weaker as compared to
the background edges. The later is obtained from the SIFTflow through superpixel-based edge segments (Fig. 1(e)).
The final background (Fig. 1(h)) is reconstructed from the
separated background edges (Fig. 1(f)).
Let’s denote the source image as I, and its reflectance and
background layers as IR and IB such that
I = IR + IB .

(1)

The gradient magnitude of I is denoted as G. Similarly, G is
composed of the reflectance component GR and background
component GB :
G = GR + GB .

(2)

Here, our goal is to find a binary labelling (0 for reflectence
edge or 1 for background edge) for each pixel in G, i.e., to
label it as either GR or GB . To achieve this goal, each pixel
in G is assigned with two scores, namely, the intensity score
and the motion score, as described in the following.

Figure 2: (a) Vector angles are calculated in [0, 360o ]
to avoid ambiguities. (b) Edge segments in superpixels.

2.1

Intensity score

By observations, we notice that most of reflection edges
have lower intensities as compared to background edges.
While being a simple prior, it provides an effective discrimination. Therefore, we utilize pixel intensities of edges as the
intensity score and denote it as Sintensity ∈ [0, 255].
We also notice that there exist some violating cases. That
is, reflection edges sometimes have larger intensities at some
regions than background edges when, for example, light sources
are reflected or reflected objects are exposed under strong
illumination. Therefore, we need another image so that we
can exploit the motions between them for improvements.

2.2

Motion score

SIFT-flow [12] has been utilized in [10] to warp multiple input images to a reference image. Here, we adopt
the SIFT-flow for the motion calculation between two images. As the background layer is more prominent than
the reflectance layer, motions are dominated by the back-

Figure 3: Comparison with the methods in [10] [11]. In each example, the first, second, third and fourth
columns show the input, the results of [11], the results of [10], and our results, respectively.
ground [10]. In other words, if the source image is warped to
the target image by the SIFT-flow, ideally, the backgrounds
will be well aligned. However, due to interferences of the
reflected edges, the quality of alignment is limited, especially at regions where the reflected edges intersect with the
background edges. Thus, rather than warping images by
SIFT-flows [10], motions are recorded at the edge positions.
The smooth constraint in the SIFT-flow can enforce the
neighborhood smoothness such that the noisy motions due
to image noises can be well regularized, creating a smoothed
flow field [12]. Different levels of noises demand different
strengths of smoothness. In our problem, the interferences
from reflected edges can be considered as a strong “noise”.
To produce a smoothed flow field, regions with only backgrounds require a weak regularization while regions with reflections desire a strong regularization. To capture the variations, we propose to calculate SIFT-flows with 10 different
levels of smoothness, yielding a SIFT-flow hierarchy. Our
observation is that a background pixel tends to have similar motion vectors across the SIFT-flow hierarchy while a
reflected pixel will have different motion vectors.
Let’s define a motion vector of pixel i at the k-th hierarchy
level as vik . We choose u = (0, 1) as a base vector. We
calculate the angle between the motion vector vik and the
base vector u:


u · vik
.
(3)
αik = arccos
kukkvik k
Note that there are 10 such angles calculated for each pixel.
Next, we compute the standard deviation of angles of each
pixel. Notably, as the range of αik is [0, 180o ], two vectors
equally located at different sides of the base vector would
produce 0 variance, see Fig. 2(a) for an example. To fix
it, we extend the angle range to [0, 360o ] by adjusting the
relative position of motion vectors to the base vector through
the vector outer product:
(
α̂ik

=

αik

u × vik ≥ 0

360o − αik

u × vik < 0

(4)

where α̂ik is the angle with range of [0, 360o ]. Next, the
standard deviation σi of α̂ik (k = 1, · · · , 10) is calculated for
each edge pixel. We use σi as our motion score Smotion (i).

2.3

Average of motion scores

The calculation of σi is independent at each edge pixel.
To enforce the spatial smoothness, we propose to group edge
pixels into edge segments. To this end, we compute image
superpixels [2], and then edge pixels are grouped into an edge
segment if they belong to the same superpixel. Fig. 2(b)
shows an example of edge segments that are generated according to superpixels. Then, we would like to encourage
the pixels in the same segment to have the same motion
score, which can be obtained by taking an average, because
the spatial smoothness can be improved in this way.

2.4

Combination score

The two scores described above are complementary to
each other. For example, reflections with strong intensities
will be considered as the backgrounds if only the intensity
score is involved. However, large motion variations of reflections can help us to make the right decision. Therefore, a
more suitable score is a combination of these two scores. A
combination score Scombine (i) at pixel i is obtained as:
Scombine (i) = Sintensity (i) − εSmotion (i),
(5)
where ε balances two scores and it is set to 0.5 in our implementation. The minus is used here because edges with large
intensity scores are more likely to belong to background but
edges with small motion scores are more likely to belong to
reflectence.
The edge separation is performed by thresholding the combination scores, which gives the binary labelling E(i) as:
(
1 ci,j ≥ τ
E(i) =
(6)
0 ci,j < τ
where τ is set to be 80 in our implementation.

2.5

Image reconstruction

After the separation of gradient edges, we follow the approach in [7, 8, 10] to reconstruct the background image
from the gradients.
Levin et al. showed that the long-tailed gradient distribution of natural images is an effective prior for reconstruction
in the gradient domain [7, 8]. The Laplacian distribution
is thus adopted to approximate the long tailed distribution.
For reconstruction, the probability P (IB , IR ) is maximized,
which is equal to minimizing − log P (IB , IR ). Similar to [7,
8, 10], the energy function is defined as:

Figure 4: More results of our method. Please find some more in the supplementary file.
tive screen of a laptop. Finally, a synthetic example is shown
in Fig. 4(e).
Next, we evaluate our method by turning off each component one by one.

3.1

Figure 5 shows the effect of different scores. Fig 5(b)
shows the gradient edges of a green window in Fig 5(a).
Here, we sample several points and draw the motions by
color lines. As can be seen in Fig 5(b), pixels at the reflected
edges (edges of the camera man) have different motions while
pixels at the background (the trophy) have uniform motions.
Fig 5(c) shows the result by using only the intensity score.
It can be seen that the detail of bulbs are lost due to their
low intensities. Fig 5(d) shows the result by using only the
motion score. It can be seen that some parts of the image
are contaminated due to the inaccuracy of the motion estimation. The result obtained by using both scores is shown
in Fig 5(e). It is clear that the shadow of the camera man is
wiped off, the contaminated region in Fig 5(d) is restored,
and the detail of bulbs is preserved.

Figure 5: The effect of different scores.

Figure 6: The effect of grouping edge pixels.
X
J(IB ) =
|(fn ∗ IB )(x) + ((IL − IB ) ∗ fn (x))|
x,n

+λ

X

3.2
|((IL − IB ) ∗ fn )(x)|

(7)

x∈EB ,n

+λ

X

|(IB ∗ fn )(x)|,

x∈ER ,n

where fn denotes the derivative filter and ∗ is the convolution operator. EB and ER denote edges that are labeled
to background and reflectance, respectively. Here, we use
two orientations and two degrees of derivative filters. The
first term enforces the sparsity while the last two terms require the recovered image gradients to follow our separation. This energy can be minimized efficiently using iterative
reweighted least squares.

3.

Effect of motion and intensity scores

EXPERIMENTS

Figure 3 shows the comparison between our method and
the methods in [10] and [11]. Note that 5 images and one
image are used in [10] and [11], respectively, to produce the
results, whereas our method selects two from 5 images used
in [10]. It can be seen that our method has produced better
results - notice the strong reflectance residuals in the results
of [10]. Figure 4 presents some more results of our method.
Especially, Fig. 4(a),(b) and (c) show three traditional examples where the glass is placed between the background
and the reflected objects. In Fig. 4(d), we capture a reflec-

Effect of grouping edge pixels

For the source image shown in Fig. 6(a), we show in
Fig. 6(b) and (c) the results without and with motion score
averaging in edge segments, respectively. Clearly, the average strategy has removed the reflectance residuals quite
successfully.

4.

CONCLUSIONS

We have presented an effective method for reflection removal by using two input images that are taken in front of
a transparent glass under two slightly different view angles.
Our method first computes two priors for each edge pixel,
namely, the intensity score (gradient magnitude) and the
aggregated motion score (from a SIFT-flow hierarchy built
upon a number of smoothness levels). Two scores are composed into a combination score, which is then used to distinguish background and reflection. We have presented several
examples to demonstrate the necessity of each of these two
scores and the combination score. We have also presented
some results to show that our method can achieve a better
performance compared to some existing works.
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